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Abstract The Bayesian ARTMAP neural network, introduced by Vigdor and
Lerner, is an incremental learning algorithm which can efficiently process mas-
sive datasets for classification, regression, and probabilistic inference tasks. We
introduce the parallelized version of the BA neural network and implement it
in OpenCL. Our implementation runs on both multi-core CPUs and GPUs ar-
chitectures. We test the Parallel Bayesian ARTMAP on several classification and
regression benchmarks focusing on speedup and scalability. In some cases, the par-
allel BA runs by an order of magnitude faster than the sequential implementation.
Our implementation has the potential to scale for OpenCL devices with increasing
number of compute units.

Keywords Bayesian learning · incremental learning · Fuzzy ARTMAP ·
OpenCL · parallel architectures · massive datasets

1 Introduction

The amount of digital data being collected, stored, and processed is increasing at a
rapid rate, and the resulting massive datasets have been a significant driving factor
in the development and widespread application of machine learning methods over
the past decade. As the volume of available data increases, many machine learning
problems have became intractable especially when implemented on traditional
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CPU architectures. Therefore, there is a need to develop new scalable algorithms
that can efficiently process these larger and larger datasets.

According to [13], massive datasets are datasets which are too large to fit
into the computer’s memory. This definition is quite vague. Even if a very large
dataset fits into the memory, but it has to be re-used many times to train a machine
learning algorithm, this may become computationally impractical. In the context
of massive datasets, there is an upsurge of interest in online (incremental) learning
algorithms but also in parallel algorithms which can take advantage of the increas-
ing availability of GPU and multi-core CPU architectures. Incremental learning
is an attractive solution for increasing the scalability of an algorithm. In the con-
text of supervised training, incremental learning means learning each input-output
sample pair, without keeping it for subsequent processing. Incremental algorithms
may asymptotically outperform learning algorithms that operate by repetitively
sweeping over a training set [3]. In particular, systems for incremental learning
have been proposed for different standard neural architectures, including Fuzzy
ARTMAP (FAM) [5,2], Neocognitron [12], and Radial Basis Function Networks
(RBF) [11,7].

Besides incremental learning, the execution time of machine learning algo-
rithms can be further improved by using efficiently parallel computer architectures
(we only refer here to GPUs and multi-core CPUs). Presently, the GPU peak per-
formance is growing at a much faster pace than CPU performance. One reason is
that GPUs are used in the gaming industry, being mass produced and regularly
replaced by new generation GPUs with increasing computational power and ad-
ditional levels of programmability. Consequently, GPUs are widely available and
relatively inexpensive. A direct comparison between the performance of the CPUs
and GPUs architectures is difficult since it largely depends on the benchmarks and
the hardware platforms used. A comparative survey [19] shows that optimizations
for CPUs that may improve performance are: multithreading, cache blocking, and
reorganization of memory accesses while optimizations for GPUs that contribute
to performance improvements are: minimizing global synchronization and using
local memory as explicit cache.

For matrix operations on a GPU device, a significant amount of time is spent
moving data between host and device. Therefore, for efficiency, the memory trans-
fers between host and device must be minimized by decomposing the problem
into blocks that fit into the GPU local memory, then solve the sub-problems in
local memory. Most machine learning methods are based on matrix operations and
are well-suited for parallelization on GPUs, as long as the matrices are efficiently
mapped on the device. The mapping strategy depends on the GPU architecture,
the dimensionality of the matrices, and the computational precision (number of
bits for data representation). An increasing number of machine learning algorithms
are implemented on GPUs. For instance, the open source GPUMLib machine
learning library has the following modules [24]: Back-Propagation (BP), Multiple
Back-Propagation (MBP), Non-Negative Matrix Factorization, Semi-Supervised
Non-Negative Matrix Factorization, Radial Basis Function Networks, Autonomous
Training System for creating BP and MBP networks, Neural Selective Input Model
for BP and MPB, Restricted Boltzmann Machines, Deep Belief Networks, Support
Vector Machines, Self Organizing Maps.

At this moment, there are two universally accepted programming languages
for GPUs: CUDA and Open Computing Language (OpenCL). OpenCL [16] is
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an open industry standard parallel computing framework, designed to address a
heterogeneous computing environment, across devices containing general-purpose
GPUs and multi-core CPUs. Today, OpenCL is the most versatile programming
standard because the same code can run on different parallel architectures: GPUs,
multi-core CPUs, or heterogeneous architectures, and this is the key advantage
of OpenCL. For massive homogeneous parallel implementations, OpenCL imple-
mentations are more efficient on GPUs than on multi-core CPUs. The OpenCL
programming model can be closely related to the GPU hardware architecture and
this becomes visible in case of massive homogeneous parallelism. For instance, ac-
cording to [23], for the simulation of very large networks, GPUs are better suited
than CPUs if the implementation requires more memory than the available caches
on the CPUs.

In this paper, we present a parallel incremental learning algorithm, imple-
mented in a flexible way (in OpenCL) on both multi-core CPUs and GPUs ar-
chitectures, being appropriate for processing massive datasets for classification,
regression, and probabilistic inference tasks. The sequential version of the algo-
rithm, known as the Bayesian ARTMAP (BA), was introduced by Vigdor and
Lerner [32].

BA is an incremental learning neural network, which combines Bayesian theory
and FAM. The BA preserves the FAM advantages and also enhances its perfor-
mance by the following [32]: 1) representing a category using a multidimensional
Gaussian distribution, 2) allowing a category to grow or shrink, 3) limiting a cat-
egory hypervolume, 4) using Bayesian decision theory for learning and inference,
and 5) employing the probabilistic association between every category and a class
in order to predict the class. In addition, the BA estimates the class posterior prob-
ability and thereby enables the introduction of loss and classification according to
the minimum expected loss.

The differences between the BA and its closest related models (Gaussian ART-
MAP [34] and FAM) are described in detail in [32]. The same paper includes
comparisons between the classification performances of the BA and the follow-
ing classifiers: FAM, the single Gaussian estimation classifier, the kernel density
estimation.

In previous work [30], we generalized the BA algorithm using the clustering
functionality of both ART modules, and named it BA for Regression (BAR). We
proved that the BAR is a universal approximator with the best approximation
property. In other words, BAR approximates arbitrarily well any continuous func-
tion (universal approximation) and, for every given continuous function, there is
one in the set of BAR approximators situated at minimum distance (best ap-
proximation). In [1], we described a “real-world” bio-computing application of the
BAR.

1.1 Related work: parallel implementations of similar algorithms

We could not find any reported parallel BA implementations. Therefore, we will
extend the “related work” to parallel implementations of similar algorithms. Since
the BA is essentially a probabilistic FAM with Gaussian categories (like the RBF
networks), we have to acknowledge existing FAM and RBF implementations on
GPUs. An implementation of the entire learning process of the RBF was written
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in a combination of C++ and HLSL utilizing the DirectX toolkit [4]. On two
examples, compared to the sequential implementation, the parallel program was
reported to run by two orders of magnitude faster. The introduction of CUDA
made GPU programming much easier, and the GPUMLib [24] contains a CUDA
RBF network implementation.

A similar transition to CUDA implementations can be observed in the FAM
case. The first parallel implementation of the Fuzzy ART, which is the building
block of FAM, was reported in [25] and used a combination of C++, OpenGL,
and Cg. The next implementation was already in CUDA [26]. Experimental results
showed the algorithm can run up to 52 times faster on the GPU than the sequential
version for testing and 18 times faster for training, under specific conditions. In the
training phase, each input vector is analyzed sequentially, but the match criterion
and the activity of each output node are computed in parallel. In the training
phase, each input vector is processed in parallel, and the activity of each output
neuron is computed sequentially. At this moment, there are no reported OpenCL
RBF or FAM implementations.

1.2 Our contributions

Our main contribution is the Parallel Bayesian ARTMAP (P-BAR), an OpenCL
parallel implementation of the BAR algorithm, designed both for GPUs and multi-
core CPUs. This is the first parallel implementation of the Bayesian ARTMAP.
Compared to the closest similar approach (the one in CUDA, for Fuzzy ART [26]),
our implementation has more layers of parallelism:

– In the training stage, we have nested parallelism. In the inner loop, we use
parallel summation to approximate the conditional probabilities of an input
pattern given a category. In the outer loop, we consider in parallel all categories.

– In the testing stage, we perform data-parallelization of the input patterns.
– For small datasets, we reduce the overhead of the OpenCL kernel calls by

combining multiple functions into a single kernel.

We test the P-BAR on standard classification and regression benchmarks. To
analyze speedup and scalability, we create synthetic datasets, with varying number
of features and training sample sizes. Starting from a given problem size, our par-
allel OpenCL implementation on GPUs outperforms the one on multi-core CPUs.
We also analyze the influence of three critical parameters (number of features,
number of categories, and number of vectors per category) on the execution time
of the P-BAR.

While we acknowledge CUDA as the preferred platform for NVIDIA hardware,
we choose the open standard OpenCL, as a cross-platform compatible framework.

1.3 The structure of the paper

Section 2 introduces the BAR neural network in its sequential version, using a new
description and some improvements. In Section 3, we extend the BA/BAR for par-
allel architectures, using OpenCL. The pseudo-code introduced here is equivalent
to the sequential BAR, if the parallel statements are executed sequentially. In
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Section 4 we benchmark the P-BAR on different architectures and datasets. Sec-
tion 5 addresses the question “When is it worth it to parallelize the Bayesian
ARTMAP?”. Section 6 contains final remarks and open problems.

2 The BAR network

To make the paper self-contained, we start with a compact description of the BAR
algorithm. We present an improved version of the our initial BAR algorithm,
introduced in [30] and [1]. Some of the modifications have been discussed with
Professor Boaz Lerner, one of the authors of the BA [32], who kindly made the
source code of the BA implementation public.

BAR consists of a two ART modules, ARTa and ARTb; the strength of the
links between pairs of inferred categories (clusters) from these modules are stored
into a third module called map field. The following notations are made for ARTa.
The input pattern is provided as a vector a ∈ R

n; wa
j is the jth ARTa Gaussian

category, following Williamson’s idea [34]; each such wa
j category is endowed with

an n-dimensional mean vector µ̂a
j , a covariance matrix Σ̂

a
j , and a counter na

j

equating the number of training patterns which contributed to its formation. The
current number of input categories is Na. Similar notations are used for ARTb:
the output pattern is a vector b ∈ R

m and for the other quantities one has to
replace the superscript a with b in the aforementioned notations. For classification
problems, ARTb can be substituted by an m-dimensional vector, using one–of–m
encoding.

During training, the map field counts in wab
jk how many times the input cate-

gory wa
j and output category wb

k are simultaneously activated. Following [32], the

conditional probability P (wb
k|w

a
j ) is approximated by:

P̂ (wb
k|w

a
j ) =

wab
jk

Nb∑
l=1

wab
jl

(1)

2.1 Training Stage

The training algorithm updates all three modules. We provide the training details
for ARTa; ARTb’s dynamic is similar, excepting lacking of match tracking step.
For a given input pattern a, all ARTa categories created so far are considered as
potential matchers for it. The posterior probability of category j matching the
current input pattern a is approximated according to [32]:

P̂ (wa
j |a) =

p̂(a|wa
j )P̂ (wa

j )
Na∑
i=1

p̂(a|wa
i )P̂ (wa

i )

(2)

where P̂ (wa
j ) is the estimated prior probability of the j-th ARTa category, based

on the activation frequency na
j .

The conditional probability p(a|wa
j ) in (2) is estimated through the normal

distribution underlying the jth Gaussian category:
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p̂(a|wa
j ) =

1

(2π)n/2
∣∣∣Σ̂a

j

∣∣∣
1/2

· exp

{
−
1

2
(a− µ̂

a
j )

t(Σ̂
a
j )

−1(a− µ̂
a
j )

}
(3)

The input category of index J which produces the highest conditional probabil-
ity in eq. (3) is considered as a potential winner for the current input pattern. The

hypervolume of the covariance matrix Σ̂
a
j is computed [32] as

∣∣∣Σ̂a
j

∣∣∣ and compared

with an upper threshold Sa
MAX . For any training pattern, the threshold Sa

MAX

may temporarily decrease from its baseline value Sa
MAX – a hyperparameter of

the learning algorithm – due to match tracking, as detailed in Step 4 below. Feed-
ing another training pattern triggers the reset of Sa

MAX to Sa
MAX . Sb

MAX is not

affected by match tracking, hence one does not need to define Sb
MAX .

Once the category to learn the current input pattern is found, its centroid
evolves as:

µ̂
a
J(new) = µ̂

a
J(old) +

a− µ̂a
J(old)

na
J + 1

(4)

Unlike in [1,30,32], we employ a numerically stable update of the covariance ma-
trix, following [29,6,22,33]:

Ĉa
J(new) = Ĉa

J(old) + (a− µ̂
a
J(old))(a− µ̂

a
J(new))t ∗ In (5)

where the matrix Ĉa
J(new) is the scaled covariance matrix of the input category

with label J :

Σ̂
a
J(new) =

Ĉa
J(new)

na
J + 1

(6)

with na
J being the number of patterns already assigned to category wa

J , not count-
ing the latest input pattern a yet.

The ∗In operation in eq. (5) sets to zero the off-diagonal values of (a −
µ̂a

J(old))(a − µ̂a
J(new))t. The benefits of this operand are twofold: the inverse

of a diagonal matrix is less computational intensive than in the general case, and
the probability of ill-conditioning for full matrices is larger [8].

A newly created category has a centroid equal to the current input pattern:
µ̂a

init = a and a spherical initial covariance matrix: Σa
init = (σa

init)
2 · In with

(σa
init)

2 ≪ Sa
MAX

1/n
.

The whole learning process of a training pair (a,b) is given by the following
five steps (see Fig. 1).

Step 1 (Pattern feeding). Get the training pair (a,b) and reset Sa
MAX to

its initial value Sa
MAX .

Step 2 (Category choice in ARTb). Search for a matching ARTb category
wb

K in descending order of P̂ (wb
k|b) which, when updated as in equations (4)–

(6), satisfies the hypervolume vigilance test
∣∣∣Σ̂b

K(new)
∣∣∣ ≤ Sb

MAX , and update it

accordingly. No category changes if the hypervolume vigilance test is not passed;
otherwise, exactly one category is updated.
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Fig. 1 The Bayesian ARTMAP training stage

If none is found, a new category is added to ARTb:

Nb = Nb + 1, K = Nb, µ̂
b
K = b,

Ĉb
K = 0m, Σ̂

b
K = λ(Sb

MAX)1/m · Im,

nb
K = 1

(7)

and a zero-filled column is appended to map field’s counting matrix Wab.
Step 3 (Category choice in ARTa). Search for the winning ARTa category

wa
J in descending order of P̂ (wa

j |a) and which both before and after learning

fulfills the hypervolume vigilance test: max
{∣∣∣Σ̂a

J(new)
∣∣∣ ,

∣∣∣Σ̂a
J(old)

∣∣∣
}

≤ Sa
MAX .

As before, during this step at most one category changes.
If no appropriate category is found, a new one is added to ARTa:

Na = Na + 1, J = Na, µ̂
a
J = a,

Ĉa
J = 0n, Σ̂

a
J = λ

(
Sa
MAX

)1/n
· In

na
J = 1

(8)

and a zero-filled row is appended to matrix Wab. If wa
J is a newly added category,

then go to Step 5, else go to Step 4.
Step 4 (Match tracking test). Check whether the connection strength be-

tween the winning categories wa
J and wb

K is greater than a fixed threshold Pmin:

P̂ (wb
K |wa

J) ≥ Pmin (9)

If the test is passed, go to Step 5. Otherwise, restore the wa
J category to µ̂a

J(old),

Ĉa
J(old) and Σ̂

a
J(old), and decrease Sa

MAX to a value below
∣∣∣Σ̂a

J(old)
∣∣∣. This last

step inhibits category wa
J for the competitive search triggered by the current input

pattern. Go to Step 3.
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Step 5 (Learning). Increment the pairwise linking counter:

wab
JK = wab

JK + 1 (10)

If more training pairs are to be learned, go to Step 1.
In Steps 2 and 3 we take λ such that 0 < λ ≪ 1, and 0p and Ip are the p× p

zero and the identity matrix, respectively (p ∈ {m,n}).
As a result of eq. (10), any newly added ARTa category is instantaneously

put in correspondence with the output category determined in Step 2. As in this
particular case the match tracking test is fulfilled, we can skip it as done at the
end of Step 3.

In contrast to FAM architectures, the BAR (and the BA) can also shrink and
move (not only expand) the ART categories. Therefore, the BAR can “forget” (in
a controlled way). Because of this property, the BAR is appropriate for processing
data streams with concept drift. The “forgetting” stage in the BAR can be ex-
plained in the following way. Assuming that during incremental training, we would
like to remove a data point from a category where else it would be absorbed. In
this case, we shrink the category, such that the point will now fall outside the
category. This operation can be realized by decreasing the variance (and possibly
also modifying the mean) of the Gaussian defining the category. The Gaussian
ARTMAP shares this property, whereas the FAM categories can only expand.
This means, in the FAM we cannot control “forgetting”. Forgetting in the BAR is
not a decremental “surgical” unlearning. It may have unwanted collateral effects,
when we forget data which we do not want to forget.

2.2 Testing Stage (Prediction)

All ARTa categories contribute to the probabilistic inference. The graphical rep-
resentation of the prediction phase is less suggestive than for the training stage
and we omit it. The inferred output corresponding to an input test pattern a is
calculated as in eq. (11):

P̂ (wb
k|a) =

Na∑
j=1

P̂ (wb
k|w

a
j )p̂(a|w

a
j )P̂ (wa

j )

Nb∑
l=1

Na∑
j=1

P̂ (wb
l |w

a
j )p̂(a|w

a
j )P̂ (wa

j )

(11)

where P̂ (·|·) and p̂(·|·) are the ones shown in eqs. (1) and (3), respectively. We as-
sume the conditional independence of a and wb

k, given wa
j (see [20]): P̂ (wb

k|w
a
j ,a) =

P̂ (wb
k|w

a
j ).

For a classification problem, one chooses the most likely class given the current
input pattern a:

argmax
k

P̂ (wb
k|a) (12)

For function approximation every output category contributes to the estima-
tion of the output value:

b̂ = f̂(a) =

Nb∑

k=1

P̂ (wb
k|a) · µ̂

b
k (13)
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The above improved BAR algorithm preserves the universal approximation
and best approximation properties (proved in [30] for the initial BAR). Actually,
the universal approximation property does not depend on the learning algorithm.

3 The Parallel BAR

For designing the P-BAR, we focus on both numerical precision and execution
speed. In today’s consumer market GPUs, the majority of processing elements use
32-bit floating point units, with a significantly lower number of double-precision
processing units. Thus, for numerical implementation, we use 32-bit floating point,
while trying to keep the numerical accuracy.

When dealing with large dimensional data, underflow can occur in numerical
evaluation of eq. (3), since the minimum representable exponent in single precision
floating point is around 10−37.

To avoid large negative exponents which would underflow to 0, we compute
the logarithms of eqs. (2) and (3) as

ln P̂ (wa
j |a) = ln p̂(a|wa

j ) + ln P̂ (wa
j )

− ln

Na∑

i=1

eln p̂(a|wi)+ln P̂ (wa

i
) (14)

for ARTa and in a similar fashion ln P̂ (wb
k|b) for ARTb. To evaluate sums like

ln
∑N

i=1 e
xi , we use a known “trick” ([27]): we compute xmax + ln

∑N
i=1 e

xi−xmax ,
where xmax = max {x1, . . . , xN}.

In the vigilance test, for numerical stability reasons, we use the log-determi-
nants of the diagonal covariance matrices, computed as:

ln S̃j = ln |Σ̃j | =

n∑

i=1

ln Σ̃j,i (15)

where Σ̃j,i is the i-th diagonal element of the j-th covariance matrix (there are dif-
ferent methods to compute the log-determinant of generic non-diagonal covariance
matrices, but in this paper we only consider diagonal matrices).

In the following, we introduce the pseudo-code of the P-BAR. With respect to
classification or regression results, P-BAR and BAR yield the same results. The
BAR can be obtained from the P-BAR pseudo-code by executing sequentially all
parallel statements.

For the ARTa and ARTb modules, we have a corresponding set of parame-

ters: {µ̂a, Σ̂
a
,na, Na}, and {µ̂b, Σ̂

b
,nb, Nb}. On these modules, we define three

functions: choose, new, and commit.
The choose function returns the index of the winning category (J), as well as

the updated centroid and covariance (µ̃J , Σ̃J), or ∅ in the case of no category
satisfies the vigilance criterion:

1: function choose(a, N, µ̂, Σ̂, SMax)
2: for j = 1 to N do in parallel
3: compute ln P̂ (wj |a) based on eq. (14),

4: compute µ̃j , Σ̃j , ln S̃j based on eq. (4), (5),(6) and (15)
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5: end for
6: J = argmax

j∈1...N

{
P̂ (wj |a) : ln S̃j ≤ lnSMax

}

7: return J, µ̃J , Σ̃J

The new and commit functions will be used later:

1: function new(a, N,n, SMax)
2: j = N
3: µ̂j = a

4: Σ̂j = diag
(
λ(SMax)

1/n
)

5: nj = 1
6: N = N + 1
7: return j, µ̂j , Σ̂j ,n, N

1: function commit(j, µ̃, Σ̃,n)
2: µ̂j = µ̃j

3: Σ̂j = Σ̃j

4: nj = nj + 1

5: return µ̂, Σ̂,n

The P-BAR training algorithm is described by the following function:

1: function train(training set)
2: initialize Na = 0, Nb = 0, Wab = 0[1×1]

3: for each training pair (a,b) ∈ training set do

4: K, µ̃b
K , Σ̃

b
K = choose(b, Nb, µ̂

b, Σ̂
b
, Sb

Max)
5: if K 6= ∅ then

6: µ̂b, Σ̂
b
,nb = commit(K, µ̃b

K , Σ̃
b
K ,nb)

7: else
8: K, µ̂b, Σ̂

b
,nb, Nb = new(b, Nb,n

b, Sb
Max)

9: if Nb > 1 then
10: append a new column of all zeros to Wab

11: J, µ̃a
J , Σ̃

a
J = choose(a, Na, µ̂

a, Σ̂
a
, Sa

Max)
12: J = match track(J,K, Sa, Pmin)
13: if J 6= ∅ then
14: µ̂a, Σ̂

a
,na = commit(J, µ̃a

J , Σ̃
a
J ,n

a)
15: else
16: J, µ̂a, Σ̂

a
,na, Na = new(a, Na,n

a, Sa
Max)

17: if Na > 1 then
18: append a new row of all zeros to Wab

19: wab
JK = wab

JK + 1.
20: end for
21: return µ̃a, Σ̃

a
,na, Na, µ̃

b, Σ̃
b
,nb, Nb

The matrix Wab grows incrementally, by adding rows or columns, as new input
categories or new output categories are being created. At the end of this stage of
the algorithm it will be a Na ×Nb matrix.

The following match-tracking function is invoked when Pmin > 0, to ensure a
minimal match between the winning input and output categories:

1: function match track(J,K, Sa, Pmin)
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2: loop
3: if J = ∅ then
4: return ∅

5: else if P̂ (wb
K |wa

J) ≥ Pmin then
6: return J
7: SMax = Sa

J − ǫ

8: J = argmax
j∈1...Na

{
P̂ (wj |a) : lnSj ≤ lnSMax

}

9: end loop

In the P-BAR testing stage, the inputs can be evaluated independently, and
we can add another parallelization, this time at the data level:

1: function test(test set)
2: for each a ∈ test set do in parallel
3: compute P̂ (wb

k|a) using eq. (11)
4: if the problem type is classification then
5: output class = argmax

k
P̂ (wb

k|a)

6: else ⊲ the problem type is regression
7: compute predicted output using eq. (13)

8: end for

Depending on the problem type (i.e., classification or regression), the test

function computes either the output class, or the predicted output value. If inter-
ested, we may modify this function to also return the inferred probabilities P̂ (wb

k|a)
(k = 1, . . . , Nb), e.g. when non-symmetric misclassification cost matrix has to be
considered for taking a decision, as done in Bayesian decision theory([10]).

We implement the above functions as OpenCL kernels and in the following
paragraphs we give some details about the parallelization. OpenCL defines a local

memory address space which is a private memory to each Compute Unit. On
typical GPUs, access to the local memory is orders of magnitude faster than the
global memory. To further exploit the parallelism, the sums are evaluated using
parallel reduction. For large values of n, we compute eq. (14) in two stages. The
first stage partitions the computation in work-groups, computing partial sums in
local memories.

In the second stage, the partial sums are aggregated in the total sum. This is
an adaptation of the parallel reduction to the GPU architecture, as described in
[14].

Further parallelism is achieved (at testing stage only) by computing (14) for
different input vectors. Thus, in terms of OpenCL Nd-range space, using ARTa

notation, dimension 0 is used to compute parallel sums (n), dimension 1 to compute
distinct categories (Na), and dimension 3 is used to evaluate compute distinct
inputs.

When using small datasets, we noticed that the OpenCL call and memory
transfer overhead outweighs the actual computation. To reduce the call and mem-
ory transfer overhead, for small datasets, we combine the internal iteration of the
train function in a single, compact OpenCL kernel. Due to the current OpenCL
design, global barrier synchronization between executing kernels is not possible.
Therefore, the compact kernel is launched on a single work-group, offering a limited
parallelism.
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The layout of the matrices and operations are given in Fig. 2, while a sum-
mary of the operations can be found in Table 1. Fig. 2 also contains the OpenCL
computational kernels which operate on the matrices. For example, the logpdf

kernel computes ln P̂ (wj |a) based on eq. (14), for each category j, in parallel.
Our OpenCL parallel model employs a two-dimensional (for training) or three-
dimensional (for testing) decomposition of the data domain as follows:

– Dimension(0) is assigned to feature vector components ai, i = 0, . . . , n − 1.
Work-items cooperate in work-groups WG1,WG2, . . . to perform parallel re-
duction, which is essentially evaluation of the quadratic form: vector × diagonal
matrix × vector present in eq. (3).

– Dimension(1) is assigned to each category j, j = 0, . . . , Na − 1.
– Dimension(2) is used, to evaluate multiple input patterns, in parallel, but only

in the testing stage.

The theoretical sequential execution time of the choose() method, for n-
dimensional input vectors and N classes, is in O(nN). Assigning p0 processors
for parallel reduction (Dimension(0)) and p1 processors for Dimension(1), the par-
allel execution time is in O(N/p1 · (n/p0 + log p0)).

The training loop calls choose() in a sequential manner N ·L times, where L is
the average number of samples/category. Therefore, the total sequential time for
training is in O(LN2n), while the parallel time is in O(LN2/p1 · (n/p0 + log p0)).

An estimate of the parallel speedup1 is S = np1p0

n+p0 log p0

. The total number of
processors, p = p0 · p1, is a hardware characteristic. In contrast, the way we parti-
tion the available processors between the computational dimensions is a parameter
which should maximize S(p0, p1, n), where p should be kept constant. This is a
simplified optimization which does not take into account other aspects of the com-
puter architecture (e.g., the memory access patterns). In Section 4, we perform an
empirical study of the parallel execution time.

Fig. 2 Memory layout representing the data flow for BAR used for classification. The nor-
malization operations are not shown

1 The ratio between sequential and parallel execution times.
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Table 1 Summary of the parallelized operations

BAR Parallel BAR

Evaluation of p(a|wa
j ) Parallel summation by reduction

Search for matching pattern Lines 3,4 from choose() are parallelized.
p(a|wa

j ) is evaluated in parallel for all j.

Prediction A set of input patterns ai is presented in
parallel to P-BAR, simultaneously computing
p(ai|wj)

4 Experimental results

We test and analyze the parallel performance of the P-BAR on the datasets pre-
sented in Table 2, from [21], and also on large synthetic datasets. Our goal is
to evaluate the parallel execution performance. The P-BAR prediction accuracy,
both for classification and regression, is exactly the same like for the sequential
BA/BAR, and parallelism has no impact on accuracy. The detailed analysis of the
sequential BA and BAR prediction accuracy can be found in [32], respectively in
[30].

First, we determine the execution times on the (relatively small) datasets,
measuring time by using the OpenCL API’s clGetEventProfilingInfo() function
which gives accurate, on-device measurement of the OpenCL kernels [16]. In Table
2, we compare execution times on different platforms, all running 64-bit Linux OS:

1. NVIDIA GTX 660Ti GPU using driver version 352.30, used by PyOpenCL -
the Python-OpenCL interface[17], version 2015.1.

2. Python NumPy [15] using the Atlas linear algebra library version 3.8.4 (we
implement BAR using NumPy for reference comparison).

Table 2 Execution times (seconds) on real-world datasets

Name n N
NumPy(CPU) OpenCL(GPU)
Ttrain Tpred Ttrain Tpred

Iris 4 150 0.055 0.005 0.147 0.022
glass 9 214 0.054 0.008 0.186 0.031
car 6 1728 0.991 0.053 1.351 0.246
image 19 210 0.216 0.007 0.298 0.031
USPS 256 4649 6.087 0.175 3.914 0.715
balance-scale 4 625 0.375 0.019 0.522 0.091
Hayes-Roth 3 132 0.042 0.004 0.116 0.019
chess-krkp 36 3196 0.431 0.089 2.401 0.458
pen 16 7494 421.161 0.762 13.199 2.279
liver 6 345 0.988 0.013 0.730 0.056
pima 8 768 4.363 0.032 1.543 0.136
ionosphere 34 351 0.213 0.011 0.330 0.051
wine 13 178 0.080 0.006 0.181 0.026
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Fig. 3 Execution times (NPY: NumPy, OCL:OpenCL) for increasing n
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Fig. 4 Execution times for increasing number of training and testing samples/category, L

5 When is it worth it to parallelize the Bayesian ARTMAP?

For most of the datasets from Table 2, a first remark is that the OpenCL imple-
mentations takes longer execution times than NumPy, therefore for these quite
small datasets, there is no convincing benefit on using the GPU infrastructure.
Therefore, we will discuss only the P-BAR execution time and scalability on the
large synthetic datasets, comparing two implementations.

To analyze scalability, we create synthetic datasets with increasing problem
sizes, as follows: we consider a mixture of C multivariate normal distributions, each
with a randomly chosen mean and diagonal covariance matrix. Each distribution
represents its own data cluster and the cluster centers are well separated. From
each distribution we draw L samples, resulting a total of M = L ·C vectors. Thus,
the problem size is defined by three numbers: n (the dimensionality of the input
vector), C, and L. Training and testing is performed on the same dataset, as our
goal here is to measure execution time. We study the scalability of the classifier
when increasing the dimensions independently.
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Fig. 5 Execution times for increasing number of input categories, Na

Figs. 3, 4, and 5 depict the behavior of the implementation for various problem
sizes. Out of the three parameters (n,Na, and L) we vary one and keep the others
two fixed. For each suite of experiments, we have two variations: figures labeled (a)
are with a small constant parameter, while figures labeled (b) are with a somewhat
larger constant parameter.

Fig. 3 depicts the execution times when the feature size n is increasing. We
notice in (a) that the NumPy code is faster than the OpenCL implementation,
up to certain value where the graphs intersect. This is expected, as there is not
enough parallel workload in this case to compensate to the overhead caused by
host – GPU memory transfers. However, for larger Na and L values, there is
enough workload for the GPU to exceed the speed of the sequential code. In both
cases, the training time for the OpenCL implementation looks almost constant,
regardless of the value of n. However, the prediction time is sensitive to n.

Fig. 4 shows a different situation. Here, the number of samples per category
L is increasing, while the number of features n and number of categories, Na, are
kept constant. The logarithm of the execution time for training is a linear function
of log(L). This can be deduced from analyzing the algorithm: at training stage,
input samples are fed into ARTa one-by-one. There is no parallelism involved (in
terms of L). However, the prediction stage, since each sample can be predicted
independently from the others, is embarrassingly parallel. Note that for small n
and Na it is profitable to use NumPy for training and OpenCL for testing. For
larger n and Na one should always prefer OpenCL. Lastly, the quasilinear curves
in the log–log representations in both parts of Fig. 4 allows one to estimate the
running time for various values of L.

Another situation is shown in Fig. 5. Here, both the training and prediction
stages benefit from parallelism, as the number of categories Na increases. However
(while the number of execution resources remain constants), the relative speedup
of the GPU, (while still one order of magnitude faster than the NumPy), doesn’t
seem to grow with the problem size.

There is a quasilinear dependence between the logarithm of the execution time
and log(Na) (see Fig. 4), thus allowing us to estimate the running time for specific
data sizes, for both sequential and parallel implementations.
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The results depicted in Figs. 3–5 show a consistent behavior. Note that the
experiments were conducted on controlled parameters (Na, L and n are conve-
niently varied), while in practice only n is known beforehand. We may reasonably
expect that the allure of and the relationships between the graphs in Figs. 3–4
are obtained on other CPU and GPU architectures. Therefore, we can only give
guidelines for answering the question “When should one switch to GPU–based
implementation?”.

In a nutshell, parallel implementation via OpenCL is preferable to serial ex-
ecution for larger datasets, and this was anticipated from the very beginning.
However, the definition of “larger” is ambiguous and our results try to identify
this term more precisely. To decide when is it worth it to parallelize the Bayesian
ARTMAP depends not only on the size but also on the nature of the dataset (i.e.,
the number of categories). In addition to this, the decision also depends on the
performance of the GPU architecture we use – a more performant GPU reduces
the parallel execution time.

6 Conclusion and Open Problems

We have implemented the Bayesian ARTMAP on multi-core CPUs and GPUs
in OpenCL. We have experimentally determined the speedup (and therefore, the
scalability) of the parallel implementations. For some dataset and computer archi-
tectures, the P-BAR runs about one order of magnitude faster than the NumPy
implementation.

For massive datasets, the combination of incremental learning and parallel im-
plementation is a good strategy. The downside is the relatively complex design
and programming process. The P-BAR can be efficiently implemented on the het-
erogeneous parallel computing resources found in today’s desktop computers. The
OpenCL platform has the potential to scale for devices with increasing number of
compute units, if the software accepts the possibility that different work-groups
execute independently, in arbitrary order [28]. However, the “run efficiently any-
where” paradigm is appealing but still challenging, given the wide range of possible
architectures.

In our approach, we did not focus on data-parallelization of the training sam-
ples, because we only focused on incremental learning. Of course, if all training
samples are available from the beginning, we could also perform data-paralle-
lization, for instance ensemble learning by distributing data chunks to several
P-BARs and training these P-BARs in parallel. Then, in the prediction phase,
the results from the different P-BARs may be combined by taking a (weighted)
vote of their predictions. Since our model is probabilistic, a reasonable solution
for this voting would be a Bayesian voting technique [9]. Finding the optimal (in
the Bayesian sense) combination of the output estimates of the P-BARs is not
straightforward [18]. However, even a simple averaging of the estimated posterior
probabilities may give very good results, in spite of the fact that it is not based
on some solid (Bayesian) foundation (see [31]).
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